The European Language Grid has received funding from the European Union’s Horizon 2020 research and innovation programme under grant agreement no. 825627.
Chapter 17
European Clinical Case Corpus

Bernardo Magnini, Begoña Altuna, Alberto Lavelli, Anne-Lyse Minard, Manuela Speranza, and Roberto Zanoli

Abstract Interpreting information in medical documents has become one of the most relevant application areas for language technologies. However, despite the fact that huge amounts of medical documents (e.g., medical examination reports, hospital discharge letters, digital medical records) are produced, their availability for research purposes is still limited, due to strict data protection regulations. Aiming at fostering advanced information extraction technologies for medical applications, we present E3C, a corpus of clinical case narratives fully based on freely licensed documents. E3C (European Clinical Case Corpus) contains a vast selection of clinical cases (i.e., narratives presenting a patient’s history) that cover different medical areas, are based on different styles and produced in different languages. A portion of the corpus has been manually annotated to be used for training and testing purposes, while a larger set of documents has been automatically tagged to serve as a baseline for future research in information extraction.

1 Overview and Objectives of the Pilot Project

The interest in information extraction from clinical narratives has increased in recent decades, including clinical entity extraction and classification (Schulz et al. 2020; Grabar et al. 2019; Dreisbach et al. 2019; Luo et al. 2017), clinical prediction systems, e.g., MIMIC III (Johnson et al. 2016), and the organisation of challenges at CLEF (Kelly et al. 2019), and Semeval. However, only a few shared datasets have been created, limiting the potential of developing applications in this area.

Bernardo Magnini · Alberto Lavelli · Manuela Speranza · Roberto Zanoli
Fondazione Bruno Kessler, Italy, magnini@fbk.eu, lavelli@fbk.eu, manspera@fbk.eu, zanoli@fbk.eu

Begoña Altuna
Fondazione Bruno Kessler, Italy, HiTZ Centre, University of the Basque Country, Spain, begona.altuna@ehu.eus

Anne-Lyse Minard
Université d’Orléans, France, anne-lyse.minard@univ-orleans.fr

© The Author(s) 2023
G. Rehm (ed.), European Language Grid, Cognitive Technologies,
https://doi.org/10.1007/978-3-031-17258-8_17
We report upon the E3C (European Clinical Case Corpus) ELG pilot project, which resulted in a large collection of clinical cases in five European languages: English, Spanish, French, Italian and Basque. A clinical case is a statement of a clinical practice, presenting the reason for a clinical visit, the description of physical exams, and the assessment of the patient’s situation. Clinical cases are typically reported and discussed in research papers, and are often used for education purposes in medicine. In addition, published clinical cases are de-identified, overcoming privacy issues, and are rich in clinical entities as well as temporal information.

A 25-year-old man with a history of Klippel-Trenaunay syndrome presented to the hospital with mucopurulent bloody stool and epigastric persistent colic pain for 2 wk. Continuous superficial ulcers and spontaneous bleeding were observed under colonoscopy. Subsequent gastroscopy revealed mucosa with diffuse edema, ulcers, erhysis, and granular and friable changes in the stomach and duodenal bulb, which were similar to the appearance of the rectum. After ruling out other possibilities according to a series of examinations, a diagnosis of GDUC was considered. The patient hesitated about intravenous corticosteroids, so he received a standardized treatment with pentasa of 3.2 g/d. After 0.5 mo of treatment, the patient’s symptoms achieved complete remission. Follow-up endoscopy and imaging findings showed no evidence of recurrence for 26 mo.

The sample clinical case reported in the box above is about a patient presenting gastric symptoms, who is finally diagnosed with gastroduodenitis associated with ulcerative colitis (GDUC). To reach the diagnosis, two medical tests (colonoscopy and gastroscopy) were performed. Treatment, outcome (complete remission) and follow-up (no evidence of recurrence) are also present in the text.

2 Corpus Collection and Annotation

The document collection was determined by the available resources for each language (e.g., PubMed, scientific journals, medicine leaflets). First, we identified possible document sources as well as their licenses and re-distribution policies. We selected sources that were either already available under Creative Commons licenses (i.e., CC-BY or CC-BY-SA), possibly asking for re-distribution permission to the right holders. In the case of the SPACCC\(^1\) and NUBes\(^2\) corpora, the texts were ready to be used by us in terms of licensing and formatting. We automated the text collection as much as possible, for example, in some cases we were able to identify and extract the section with the clinical case. All English and some French documents were automatically extracted from PubMed\(^3\), through its API, while medicine leaflets were automatically crawled and stored in a single file for each language. Journal articles with clinical cases that could not be extracted automatically were filtered through the search query “clinical case” in the different languages. In addition to the

---

\(^1\) [https://github.com/PlanTL-GOB-ES/SPACCC](https://github.com/PlanTL-GOB-ES/SPACCC)


extraction of the relevant documents, corresponding metadata was stored to allow accurate documentation.

The annotation of temporal information was performed following an adaptation of the THYME annotation guidelines (Styler et al. 2014). Temporal information refers to the events in a text as well as to chronological references and relations. To encode temporal information, we defined the following tags and relation types. Events, time expressions, temporal relations and aspeputal relations are widely used in temporal information tasks, while actor, body part and RML annotations were added as they convey relevant information of the clinical domain.

- **Events** are the events or states relevant to the patient’s clinical timeline.
- **Time expressions** refer to points and intervals in time.
- **Temporal relations** (TLINK) implement relations that chronologically order events and time expressions.
- **Aspeputal relations** (ALINK) are created between an aspeputal event and its subordinated non-aspeputal event.
- **Actors** are the people (or animals) mentioned in the text.
- **Body parts** are the parts of the body that are bigger than cells.
- **Results, measurements and lab and test results** (RML) are lab test and analytics’ results, formulaic measurements and measurement values.

![Fig. 1](image.png) A sentence in a clinical case annotated with both temporal information and clinical entities (i.e., disorders) with their UMLS codes (marked in red)

The annotation of clinical entities is mainly based on the guidelines of SEM-EVAL 2015 Task 14 “Analysis of Clinical Text” and on the ASSESS CT guidelines (Miñarro-Giménez et al. 2018). The annotation of Layer 1 was done fully manually, while for Layer 2 the automatic annotation was produced with a distant supervision method that matches clinical entities with disorder concepts in UMLS.

### 3 Implementation

The E3C corpus is organised in three different layers:  
**Layer 1:** about 25k tokens per language of clinical narratives with full manual or manually checked annotation of clinical entities, temporal information and factuality, for benchmarking and linguistic analysis.

---


Layer 2: 50-100k tokens per language of clinical narratives with automatic annotation of clinical entities. Distant supervision was used to annotate 8,972 clinical entities with their corresponding concepts in UMLS.

Layer 3: about 1m tokens per language of non-annotated medical documents (not necessarily clinical narratives) to be exploited by semi-supervised approaches.

Table 1 shows the sizes of the layers (document and token numbers). Table 2 shows the numbers of Layer 1 tags to indicate information density in clinical cases.

<table>
<thead>
<tr>
<th></th>
<th>English</th>
<th>French</th>
<th>Italian</th>
<th>Spanish</th>
<th>Basque</th>
</tr>
</thead>
<tbody>
<tr>
<td>Layer 1</td>
<td>84/25142</td>
<td>81/25196</td>
<td>86/24319</td>
<td>81/24681</td>
<td>90/22505</td>
</tr>
<tr>
<td>Layer 2</td>
<td>171/50371</td>
<td>168/50490</td>
<td>174/49900</td>
<td>162/49351</td>
<td>111/12541</td>
</tr>
<tr>
<td>Layer 3</td>
<td>9779/1075709</td>
<td>25740/6628150</td>
<td>10213/1360195</td>
<td>1876/1030907</td>
<td>1232/518244</td>
</tr>
</tbody>
</table>

Table 1 Documents/tokens in each language and layer in the E3C corpus.

<table>
<thead>
<tr>
<th>Entity</th>
<th>English</th>
<th>French</th>
<th>Italian</th>
<th>Spanish</th>
<th>Basque</th>
</tr>
</thead>
<tbody>
<tr>
<td>CLINENTITY</td>
<td>1024</td>
<td>1327</td>
<td>869</td>
<td>1345</td>
<td>1910</td>
</tr>
<tr>
<td>EVENT</td>
<td>4885</td>
<td>4312</td>
<td>3385</td>
<td>4767</td>
<td>7910</td>
</tr>
<tr>
<td>ACTOR</td>
<td>682</td>
<td>427</td>
<td>338</td>
<td>319</td>
<td>505</td>
</tr>
<tr>
<td>BODYPART</td>
<td>968</td>
<td>659</td>
<td>328</td>
<td>814</td>
<td>1410</td>
</tr>
<tr>
<td>TIMEX3</td>
<td>380</td>
<td>333</td>
<td>298</td>
<td>383</td>
<td>638</td>
</tr>
<tr>
<td>RML</td>
<td>480</td>
<td>508</td>
<td>383</td>
<td>391</td>
<td>1101</td>
</tr>
<tr>
<td>ALINK</td>
<td>114</td>
<td>71</td>
<td>109</td>
<td>92</td>
<td>113</td>
</tr>
<tr>
<td>TLINK</td>
<td>4852</td>
<td>4084</td>
<td>1150</td>
<td>4700</td>
<td>7981</td>
</tr>
</tbody>
</table>

Table 2 Annotations in each language in Layer 1 in the E3C corpus.

4 Evaluation

For temporal information and clinical entity annotation tasks, we performed inter-annotator agreement (IAA) tests. We measured whether the guidelines had been defined and were understood correctly, and we ensured that the quality of annotations in the corpus was similar. The IAA phase had been done on the English part of the corpus. IAA for temporal entities (EVENT, TIMEX3, ACTOR, BODYPART) was measured using three annotators and six documents. To compute the agreement, we used the F1-measure metric, which produced the same results as using the Dice coefficient. The agreement is high for EVENT and ACTOR entities (with an average of 0.81 and 0.87), but a bit lower for TIMEX3 and BODYPART (with an average of 0.50 and 0.57). The IAA for temporal relations (TLINK) was split in two phases: three documents were annotated, the results discussed by the annotators and
then three new documents were annotated. To measure the agreement, we used the Tempeval-3 scorer (UzZaman and Allen 2011), implemented for the evaluation of systems based on the comparison of temporal graphs built from annotations. The average F1-measure for the first phase was 0.43 and 0.53 for the second.

The annotation of the clinical entities in Layer 1 was performed by four annotators. Again, the agreement is calculated using F1, whereas for the CUI attribute we computed the accuracy taking into consideration only the entities identified by two annotators. The agreement for clinical entity recognition is 0.70 on average (from 0.64 to 0.78). In the entity linking task, the accuracy on entities identified by both annotators starts at 0.86 (on average 0.89).

The clinical entities in Layer 2 were annotated automatically using distant supervision and UMLS as a controlled vocabulary. A manual assessment of the quality of these annotated entities would be too demanding in terms of human resources. For this reason, the quality of Layer 2 has been estimated through an indirect evaluation that uses the results obtained by distant supervision on Layer 1 (Table 3) as an estimation of the quality of the Layer 2 annotations. This approximation is possible because the documents in Layer 1 and Layer 2 are clinical cases and because they were extracted from the same kind of publications or from the same existing corpora.

<table>
<thead>
<tr>
<th></th>
<th>English</th>
<th>French</th>
<th>Italian</th>
<th>Spanish</th>
<th>Basque</th>
</tr>
</thead>
<tbody>
<tr>
<td>Accuracy</td>
<td>48.33</td>
<td>54.92</td>
<td>58.09</td>
<td>63.64</td>
<td>55.35</td>
</tr>
</tbody>
</table>

Table 3 Estimated accuracy ($F_1$-measure) of the clinical entities in Layer 2.

5 Conclusions and Results of the Pilot Project

The E3C pilot project aims at fostering advanced information extraction technologies for medical applications. Results include a large corpus of annotated clinical cases in five languages. The corpus is available on the ELG platform.

Acknowledgements The work described in this article has received funding from the EU project European Language Grid as one of its pilot projects and from the Basque Government post-doctoral grant POS_2020_2_0026.
References


**Open Access** This chapter is licensed under the terms of the Creative Commons Attribution 4.0 International License (http://creativecommons.org/licenses/by/4.0/), which permits use, sharing, adaptation, distribution and reproduction in any medium or format, as long as you give appropriate credit to the original author(s) and the source, provide a link to the Creative Commons license and indicate if changes were made.

The images or other third party material in this chapter are included in the chapter’s Creative Commons license, unless indicated otherwise in a credit line to the material. If material is not included in the chapter’s Creative Commons license and your intended use is not permitted by statutory regulation or exceeds the permitted use, you will need to obtain permission directly from the copyright holder.